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Hi everyone, I am Filotas Theodosiou, I am a Data Scientist and Researcher at VIVES University of Applied Sciences and this is our joint work with Yves Sagaert and Liselot De Vlieger.



How do you optimize 
what movies to 
recommend?

How to select a new 
prospect for your NBA 

basketball team?

How to decide if a 
transaction is fraud or 

not?

Well, just look at the data. 

How do companies make decisions?



Data Driven Decision Making

The process of using analyzed and processed data to guide business decisions

More & Better Data More & Harder Decisions



Decisions Based on Predictions

Make a predictions based on 
past data

Make a decision for 
the future

Evaluate decision based on 
realization of event 

A specific type of decisions:
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Then lets look at specific types of decisions



Decisions Based on Predictions.

We want to predict the future in order to act now.

How to obtain 𝑧𝑧𝑖𝑖,𝑇𝑇+1 … + 𝑧𝑧𝑖𝑖,𝑇𝑇+ℎ

Predictive analytics is the process of using historical data to predict future outcomes using 
data analytics, machine learning, and statistical models



An Explosion of Predictive Analytics Applications

Electricity load Retail demand Traffic Econometrics 

What changed?

1) Better (and more) data

2) Better (and more) questions 

3) Better algorithms. Yes, AI.



What Most People Think About AI?



What is AI?

Artificial Intelligence

Deep Learning

Machine Learning

Gen-AI

Intelligent Machines
Automation of intelligent behavior by computers

Algorithms that learn from data
The process of “training” models to learn patterns in data

Brain-Inspired Deep Neural Networks
Advanced ML models for more complex representations

Text/image/audio generation
Even Deeper Neural Networks: ChatGPT, Gemini etc

Machine Learning is much more than modern LLMs
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Our focus will be machine learning



Outline of the Talk:

1. What is Machine Learning (ML) in the context of Predictive Analytics

2. How to apply ML in practice (with examples from real world applications)

• How to scope?

• How to collect your data?

• How to build your solution?

• How to maintain and evaluate it?

3. What about GenAI and LLMs for Predictive Analytics?



SECTION 1
What is Machine Learning in the Context of Predictive Analytics?



DeepBlue 1997Traditional Programming Machine Learning Alpha Zero 2018

To Start With. What is Machine Learning?

“Field of study that gives computers 
the ability to learn without being 
explicitly programmed”

Arthur Samuel (1959)

“A subfield of AI that contains the application and 
science of algorithms that make sense of data”

“Machine Learning with Pytorch and Scikit-
Learn”



Lets formalize this a bit.

Input X Output target Y
𝐹𝐹𝜃𝜃(𝑥𝑥)

A learnable mapping

Data Collection
• Past Transactions
• Historical Sales

True Labels
• Fraud, Normal, Normal
• 12, 11, 14, 50, 11

Training  Phase

New unseen data
• Past Transactions
• Historical Sales

Predicted Labels
• Normal, Fraud, Normal
• 10, 50, 4, 55, 11

Business Decision

Model 𝐹𝐹𝜃𝜃∗ 𝑥𝑥
Parameters θ* optimized

Predictions Phase

𝐹𝐹𝜃𝜃 𝑥𝑥  =x1w1 + x2w2 + …
θ = {w1, w2, …} 

Optimizing parameters θ



Machine Learning in Predictive Analytics

Task: 
Predict the total monthly Air Passengers for a full year

Past total Passengers X Future total Passengers Y
𝐹𝐹𝜃𝜃(𝑥𝑥)

This is a time series!

X Y



Going from X to Y

Task: 
Predict the total monthly Air Passengers for a full year

Past total Passengers X Future total Passengers Y
𝐹𝐹𝜃𝜃(𝑥𝑥)

Step 1
Tabularize

Step 2
Pick a Model

Step 3
Make a prediction  

�𝑦𝑦1 = 𝑓𝑓(𝐽𝐽𝐽𝐽𝐽𝐽𝐽𝐽 1949)

Step 4
Calculate a Loss function

Step 5
Update weights using gradient descent 

𝐹𝐹𝜃𝜃 𝑥𝑥 = 𝑥𝑥1𝑤𝑤1 + 𝑥𝑥2 𝑤𝑤2 + 𝑥𝑥3 𝑤𝑤3+ 𝑥𝑥4 𝑤𝑤4



Wow Machine Learning is easy, right?



Machine Learning is easy, right?

1.Collect data
2.Train model
3.Use your model for business decisions



Machine Learning is easy, right?

1.Collect data
2.Train model
3.Use your model for business decisions
4.



Machine Learning is easy, right?

1.Choose a metric to optimize
2.Collect data
3.Train model
4.Realize many labels are wrong -> relabel data
5.Train model
6.Model performs poorly on one class -> collect more data for that class
7.Train model
8.Model performs poorly on most recent data -> collect more recent data
9.Train model
10.Deploy model
11.Dream about $$$
12.Wake up at 2am to complaints that model biases against one group -> revert to 
older version
13.Get more data, train more, do more testing
14.Deploy model
15.Pray
16.Model performs well but revenue decreasing
17.Cry
18.Choose a different metric
19.Start over

Steps 15 and 17 are essential



SECTION 2
Applying Machine Learning in Practice.



The Predictive Analytics Lifecycle

• Scoping: Clearly define the project, the goals, the objectives, etc

• Data: Collect, extract or acquire the data needed 

• Modelling: Train your AI Model

• Deployment: Put the model “in production” for decision making



Scoping

• What task are we trying to solve?

• How can future predictions assist us?

• Is it feasible?

• Will my solution add value?

Before we start it is essential to consider:



Our goal: Assist students in exams using online activity data

Our plan: Use predictive analytics to predictive the performance of students in exams

Case Study: Improving Students Exam Performance

Our data: Students online activity.



Early Semester Mid Semester Late Semester
Exam
Perio

d

Our goal: Assist students in exams using online activity data

Our plan: Use predictive analytics to predictive the performance of students in exams

Case Study: Improving Students Exam Performance

Our data: Students online activity.



Without scoping:
• Collect data from past years
• Train a model
• Wait for exams
• Predict
• Then?

Most common
Forecasting date

Our goal: Assist students in exams using online activity data

Our plan: Use predictive analytics to predictive the performance of students in exams

Case Study: Improving Students Exam Performance

Our data: Students online activity.



Most common
Forecasting date

Our goal: Assist students in exams using online activity data

Our plan: Use predictive analytics to predictive the performance of students in exams

Case Study: Improving Students Exam Performance

Our data: Students online activity.

With scoping
• How will I use my prediction?
• Will the student have time to adjust?
• Are predictions only sufficient?



Data Collection Strategy 
Adjustment With scoping

• How will I use my prediction?
• Will the student have time to adjust?
• Are predictions only sufficient?

Our Solution: 
1. Automatic nudge those in danger
2. Identify what contributes to low predictions (to be discussed)

Our goal: Assist students in exams using online activity data

Our plan: Use predictive analytics to predictive the performance of students in exams

Case Study: Improving Students Exam Performance

Our data: Students online activity.



Can I build a feasible solution?

Sometimes, our data is not enoughAssume you build software for self-driving car



In Predictive Analytics:

How easy are predictions in each example?



There is a threshold on “how much” we can predict
(Otherwise, everyone we would be billionaires)

Easy Hard Impossible 

In Predictive Analytics:



Does my Solution Add Value to the Decision Makers?



How to Evaluate your Solution?

How to evaluate a prediction?



How to Evaluate your Solution?

Ideal world:

Evaluate on the context of the Business Task!
(eg inventory performance, costs/gains)

• Very Precise
• Very difficult to be estimated
• Revenue, Costumers satisfaction, traffic

Reality:

Evaluate how close the prediction is to the actual value
(Performance Metrics)

• Cheap and easy to use
• But, good predictions do not mean good decisions
• Mean squared error, mean absolute error, etc

How to evaluate a prediction?

Performance Metric: A number that evaluates the goodness of the prediction!



Case Study: Food Waste Reduction

We partner with meal retailers/distributors to reduce food waste.
How? Predict the demand of meals and order just the right amount

We use three different prediction accuracy  metrics.
They don’t trust our solution!



Case Study: Food Waste Reduction

We show them business metrics results 
from real simulations

They are happy!

We partner with meal retailers/distributors to reduce food waste.
How? Predict the demand of meals and order just the right amount





Golden Rule: Better Data Over Better Model.

“Dog”

“Dog” AI Model

“Dog”



So, What is Good Data?

How predictable is this pattern?



How predictable is this pattern?
Is it better now?

More data means more information with more potential to discover patterns

So, What is Good Data?



Is this a good prediction?

More data means more information with more potential to discover patterns

So, What is Good Data?



Pandemic

More is not always enough: Any information that affects our signal should be included 

Is this a good prediction?

More data means more information with more potential to discover patterns

So, What is Good Data?



Case Study: Reduce Food Waste

Meal w.Fries
Vegan Burger

Our task is predict the demand for meals, based on what is on the menu

• We have two meals (Main Veggie).

• We have roughly the same number of 

people every day

• Why do we have these spikes?

• Meal information is very important
Bonus: This is known as cannibalization!



Case Study: Sales Predictions

We have asked Demand Planners how easy was to predict future sales given this 



Case Study: Sales Predictions

Weekly Seasonality Trend Holidays Discounts

Repeated patterns every week General upwards trend Drop due to holidays Spikes due to discounts

We have asked again after breaking the signal down



Case Study: Reduce Food Waste

• Historical Sales • Orders Placed
• Stock Levels
• Costumer Details

• Product Description
• Other predictors

• Internal Decisions
• Promotions

AI Model Decision





After Scoping & Data Collection

1. We have identified our task

2. We have collected our data

3. Lets apply Machine Learning

4.  



Lets Rewind

Task: 
Predict the total monthly Air Passengers for a full year

Past total Passengers X Future total Passengers Y
𝐹𝐹𝜃𝜃(𝑥𝑥)

This is a time series!

X Y



Going from X to Y

Task: 
Predict the total monthly Air Passengers for a full year

Past total Passengers X Future total Passengers Y
𝐹𝐹𝜃𝜃(𝑥𝑥)

Step 1
Tabularize

Step 2
Pick a Model

𝐹𝐹𝜃𝜃 𝑥𝑥 = 𝑥𝑥1𝑤𝑤1 + 𝑥𝑥2 𝑤𝑤2 + 𝑥𝑥3 𝑤𝑤3+ 𝑥𝑥4 𝑤𝑤4



Task: 
Predict the total monthly Air Passengers for a full year

Past total Passengers Future total Passengers
𝐹𝐹𝜃𝜃(𝑥𝑥)

Possible model

Another possible model

Captures it, 
but not the actual volume

How to pick the right model  𝐹𝐹𝜃𝜃 𝑥𝑥 ? 

A “too perfect” model

Choosing your Model.



Model Selection Playbook

Train set Test set

Step 1: Split and keep a period as a “test set”.

Step 2: “Train” a model on the “train” set.

Step 3: Make predictions for the “test” set.

Step 4: Compare predictions with the true values

Step 5: Pick the model with the lowest error

𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸𝐸 = 𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹 − 𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷𝐷

1. There no such thing as “a perfect model”
2. Different models are for different tasks.
3. We usually pick the model that reduces the error metric we picked 
4. On the test set!!



• Measures how well a model can capture patterns within the provided data.

• It is (usually) measured by the number of parameters.

• Higher complexity models capture model complex patterns

• Too much complexity results in memorizing the historical data.

Low complexity Ok complexity High complexity

More Definitions: Model Complexity 

Presenter-notities
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Now look at these examples



Model Complexity & Model Families

Repeat the same value as last 
week!

Consider seasonality, recent history 
and adjust for the ongoing trend!

Explore all available 
information and find patterns

Different model families with varying complexities

Presenter-notities
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Now look at these examples



A Complex Tradeoff

Model selection depends on the task at hand

Simple models – low parameters
No big data requirements

Can only identify simpler patterns
Simple methods and statistical models

Complex models – more parameters
Can extract more complex patterns

But requires more (and informative data)
ML (Neural Networks)



The Reality: Companies do not have a lot of data

Remember this? It’s the harsh reality

The case of limited data:

• Small/Medium Enterprises don’t hold a lot of historical data

• They don’t hold external predictors (holidays/promotions)

• But their data is full of complex patterns.

How to use more advanced ML models in that case?



Where to Learn From?
Time series A

Time series B

Time series C

Time series E

Time series D

Time series A

Time series B
Time series C

Time series D

Time series E

Length

Local Learning:  A model per time series
Most “traditional” approaches.
• Time series have limited historical data
• That means limited number of parameters
• That means “simpler models”

Global Learning: A model for all time series
• Increase the width and not the length
• Allow for higher capacity models (NNs, GBDTs, etc..)
• Theoretical evidence for improved performance



A Zoo of Predictive Models

Low complexity High complexity

ML Deep Neural 
NetworksStatistical Models

Efficiently Globally Scalable 

Non-Parametric

The playbook: Use the simplest model possible!!
• Good scoping for metric selection and target added value
• Start very simple (non-parametric methods) 
• Progress only if there is potential for improvement 
• Watch for diminishing returns -> a complex model might overfit!
• If you are stacked with ML models, scope again (more/better data, feasibility)



The Case for Interpretability.

Machine learning models (mainly Deep Neural Networks) are considered Black Box

Black Box

Attention: Do not confuse “Why A happened” with “Why the model predicted X”

That’s hard! That’s doable!

With some complex models we cant figure what is happening here



Combinations of:
1. ML Models
2. External explainability techniques

Bad Scores on Trial Exam & Low Minimum Score on quizzes

ML
Partially explainable

Deep Neural Networks
(Almost not explainable)

Statistical Models
(Explainable)

Non-Parametric
(fully explainable)

Student exam predictions
• Complex patterns for simple models
• Explainable predictions are a priority

The Case for Interpretable Models



Deployment!

Deployment is the process of integrating a trained machine learning model into a production 
environment to make it available for end-users.

Out of current scope. Happy to discuss 



SECTION 3
What about GenAI and LLMs for Predictive Analytics?



Why cant I just prompt an LLM to do 
my predictive analytics?



What is a Large Language Model?

• A Large Language Model is a very deep Neural Network

• It is trained to autoregressively predict the next word in a sequence

• Training set is a huge chunk of the internet (and not only that)

• Training is taking place in highly specialized GPU clusters

• The model is a called a Transformer and was designed specifically for language tasks



After pre-training

Internal document generator
Wikipedia-like output

Limited

Post-training
(finetuning)

• Manually assemble question-
answer documents

• Swap the training set & continue 
training using the same process

Not helpful

Manual
Labelling is 
expensive

Hard to scale

RLHF
The ChatGPT moment

Training a LLM

Align its behavior by grading 
its outputs
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Time depends on total paths sampled
Increasing the number of paths lower CRPS. There is a point of diminishing returns
Binned validation errors outperform empirical methods without computational overhead
KDE adds extra computation cost but gives better performance 



So, Why Doesn’t This Work?



1. Limitations of the underlying model
(Transformers do not understand “time”)

So, Why Doesn’t This Work?



1. Limitations of the underlying model
(Transformers do not understand “time”)

2. LLMs do not speak numbers

So, Why Doesn’t This Work?



1. Limitations of the underlying model
(Transformers do not understand “time”)

2. LLMs do not speak numbers.

3. LLMs Do not understand math
So how do they learn trend and seasonality? Patterns between symbols

So, Why Doesn’t This Work?
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https://arxiv.org/pdf/2410.05229



1. Limitations of the underlying model
(Transformers do not understand “time”)

2. LLMs do not speak numbers.

3. LLMs Do not understand math
So how do they learn trend and seasonality? 
Patterns between symbols

4. Autoregressive errors value more in numbers
With text its ok due to “common sense”.

So, Why Doesn’t This Work?



So, Why Doesn’t This Work?

1. Limitations of the underlying model
(Transformers do not understand “time”)

2. LLMs do not speak numbers.

3. LLMs Do not understand math
So how do they learn trend and seasonality? 
Patterns between symbols

4. Autoregressive errors value more in numbers
With text its ok due to “common sense”.

5. High bandwidth to add new features.
You have to describe instead of adding columns



Predictive analytics models are mathematically designed for:

• Temporal dependencies

• Continuous numerical optimization 

• Efficient sequential processing

Everything that an LLM is not good at!
(At least at the moment)

Back to Predictive Analytics



• Discuss scoping: 

• Use it as an assistant.

• Always be in control.

• Provide well-defined context

But You Can Use Them Elsewhere!



• Discuss scoping: 

• Data engineering:

• Use it to generate new data

• Use it to group data

• Use it to clear data

Hundreds of recipes in text

Well prompted LLM

But You Can Use Them Elsewhere



• Discuss scoping: 

• Data engineering

• Coding

• You are in control

• Do not give 100% trust

But You Can Use Them Elsewhere



Wrapping up



Lets Summarize Everything.

• Predictive analytics are the tools for better decision making

• Applying Machine Learning in practice is definitely not straightforward

• Scoping is paramount

• Better (and more data) is more important than better models

• Model selection is strategic trade-off

• Consider interpretability when it matters. 

• Use LLMs as co-pilots on the different stages of the Predictive analytics lifecycle



filotas.theodosiou@vives.be

https://github.com/FilTheo

Thank you for your attention
Questions?

https://www.linkedin.com/in/filotas-theodosiou/

©mrsiraphol

https://filtheo.github.io/


	Applied Machine Learning in Practice:�Insights from Real-World Predictive Analytics Case Studies
	How do companies make decisions?
	Data Driven Decision Making
	Decisions Based on Predictions
	Decisions Based on Predictions.
	An Explosion of Predictive Analytics Applications
	What Most People Think About AI?
	What is AI?
	Outline of the Talk:
	Section 1
	To Start With. What is Machine Learning?
	Lets formalize this a bit.
	Machine Learning in Predictive Analytics
	Going from X to Y
	Dianummer 15
	Machine Learning is easy, right?
	Machine Learning is easy, right?
	Machine Learning is easy, right?
	Section 2
	The Predictive Analytics Lifecycle
	Scoping
	Case Study: Improving Students Exam Performance
	Case Study: Improving Students Exam Performance
	Case Study: Improving Students Exam Performance
	Case Study: Improving Students Exam Performance
	Case Study: Improving Students Exam Performance
	Can I build a feasible solution?
	In Predictive Analytics:
	In Predictive Analytics:
	Does my Solution Add Value to the Decision Makers?
	How to Evaluate your Solution?
	How to Evaluate your Solution?
	Case Study: Food Waste Reduction
	Case Study: Food Waste Reduction
	Dianummer 35
	Golden Rule: Better Data Over Better Model.
	So, What is Good Data?
	So, What is Good Data?
	So, What is Good Data?
	So, What is Good Data?
	Case Study: Reduce Food Waste
	Case Study: Sales Predictions
	Case Study: Sales Predictions
	Case Study: Reduce Food Waste
	Dianummer 45
	After Scoping & Data Collection
	Lets Rewind
	Going from X to Y
	Choosing your Model.
	Model Selection Playbook
	More Definitions: Model Complexity 
	Model Complexity & Model Families
	A Complex Tradeoff
	The Reality: Companies do not have a lot of data
	Where to Learn From?
	A Zoo of Predictive Models
	The Case for Interpretability.
	The Case for Interpretable Models
	Deployment!
	Section 3
	Dianummer 61
	What is a Large Language Model?
	Training a LLM
	Dianummer 64
	Dianummer 65
	Dianummer 66
	Dianummer 67
	Dianummer 68
	Dianummer 69
	Dianummer 70
	Dianummer 71
	Dianummer 72
	Dianummer 73
	Wrapping up
	Dianummer 75
	Thank you for your attention

